Testing the M.L.T 'Cricket'
Test Report 2

This document describes the various tests done at V2_lab on 24, 25 & 26 January 2006. The
test-results are shown and conclusions are presented.

Previously, on 3, 6, & 9 January 2006, Simon de Bakker, Marc Boon & Stock tested the
absolute accuracy of the M.I.T Crickets in a set-up where one (mobile) Cricket in Listener-
mode reports the distance to one other cricket in Beacon-mode. These distances were
compared with the real distance (as measured with a tape-measure) and a significant error is
found. It appears that this error might be linear, and dependent on distance. Furthermore it is
shown that the error is approximately the same for each of 6 crickets tested.

[see the previous test-report 'Cricket_Testsl.doc']

We conclude the report of the previous tests by stating that the error in the reported distance
measurements could be compensated for in software, after another test-session to accurately
measure this error.

This is the purpose of the new test-sessions;

1) To accurately graph the error-curve and find a simple formula for implementing error-
correction in the Gumstix-software.

2) To determine the 3D positional accuracy of the resulting error-compensating triangulation-
software for both static and moving targets.

It has to be understood that the preferred course of action would be to find the cause of the
error, and fix it. But this will require a long, hard look at the Cricket-firmware at the very least,
and possibly timing-measurements in the Cricket-hardware. This would require quite a lot of
time. It is decided instead to try and find a uniform error-compensation formula which can be
applied for all crickets, and can be easily and quickly implemented in Simon's triangulation
software running on the Gumstix. Fixing the symptom rather than the problem, but we will do
this in order to demonstrate the accuracy the Cricket-system would have after taking the time
to fix the problem in the Cricket-firmware.

Test Set-up  Tuesday 24 January
To accurately test and plot the distance error found in the previous tests, we decide to repeat
the distance-tests with all 6 crickets. This time however, we will be measuring the distance in

much smaller increments and with an accurate reference-measurement for each sample.

For the reference-measurements we have rented a Bosch DL150 laser distance-
measurement tool, accurate to within £3mm. [see the Bosch website ]

We have one Cricket in Beacon mode attached to a wooden beam exactly 332.5cm above
the floor. the distance from the beam's bottom plane to the beacon's ultrasound transmitter
aperture is 2.5cm The beacon's height is exactly 330 cm.

Mounted on a camera-tripod is a plastic plateau with the listening Cricket attached, and
enough room for the DL150 to stand next to it, aiming up. The distance from the plastic plane
to the Cricket's ultrasound receiver aperture is again 2.5cm. This arrangement with the laser
aimed up right beside the cricket allows us to align the two crickets pretty accurately along a



vertical axis, and at the same time measure the exact distance between plateau and beam.

The python-application previously used to collect Cricket output-data into a tab-delimited file
for spreadsheet-import has been adapted so it can collect 'live’ Cricket-readings directly from
the serial-port. After a given number of samples has been collected and averaged, the
program waits and prompts the user to 'press space to start collecting the next data-point'.
After enough data-points have been sampled and averaged, the program saves the average
and standard-deviation of each data-point as table-rows in a tab-delimited text-file.

Cricket Tests Tuesday 24 January

With the first of 6 Crickets strapped to the tripod, and the tripod in the lowest position, we take
a reading with the laser and start the python-app to collect the cricket output, the application
is set to collect averages over 60 readings for each data-point. The laser-measured distance
(2701mm) is entered into a spreadsheet, where the next column converts mm to cm and
subtracts 5.0cm for the thickness of the two crickets. This now gives us an exact measure of
the real distance between the two crickets.

When the application has taken its 60 readings and reports the mean & sd, we can
immediately see that the mean distance (250.1cm) is off by about 15cm, as was expected.
The low standard-deviation (0.34cm) tells us that the readings were quite consistently the
same around the mean.

We crank up the tripod a bit, take another laser-reading (2562mm), enter it into the
spreadsheet and 'press space to collect the next data-point (2)'. And so it goes, in increments
of £5cm. When we reach the end of the tripod's extendability, we crank it all the way down
again and place it on a table, continuing the process at £5cm above where we left off.

When we reach a distance of < 1m (which has been deemed the minimal practical distance
between target and beacon [see Marc Boon's report: 'Cricket Tracker Testing.doc']) we stop
and save the anxiously awaited file with the averages of the cricket's measurements.

We import this data into the spreadsheet, calculate the absolute error (in cm) and the relative
error (in %) and graph the relative error (and the standard-deviation) against the real distance.
[see appendix A-1]

Immediately we see the familiar, slightly parabolic error-curve from the previous tests, but
flipped around this time, because we are using the real distance for the X-axis values.

While we repeat the procedure with the other 5 Crickets attached to the tripod-platform, Marc
ponders the shape of the error-curve. He states that the error-curve only looks parabolic,
because we are looking at the relative error-percentage, which is calculated as '1 - (real
distance / reported distance)’, which is '1 - (real distance / (real distance - error))'. So the
relative error would look like an inverse-hyperbolic function when the absolute error is in fact
linear.

We decide to make another graph of the absolute error as a function of the real distance, and
this time we collect the data from all 6 crickets in one scatter-plot. [see appendix A-2: fig2.1]
Now the error indeed looks quite linear. A linear trend line, shown with its corresponding
function shows that a liner error-compensation approach is very viable.

Marc argues that the simplest way to implement such a linear error-correction would be to find
a formula that yields the real distance as a function of the reported distance, so we should be



investigating the error as a function of reported distance, and not as a function of the real
distance, as we've done so far. In fact, we should plot the real distance as a function of the
reported distance, draw a trend-line, and with the trend-line's function we'll have our error-
correction function.

He copies the collective data recorded from all 6 crickets to a new spreadsheet, and adds the
proposed graph, complete with linear trend line and its function. [see appendix A-3: fig3.1]
When viewed at this scale, the error is unmistakably linear, and the found correction-function
should yield very exact distance-measurements. The function we find is:

real distance = (reported distance * 1.0834) - 6.1257cm

Marc proposes to apply the found error-compensation function to the dataset we have already
collected in the spreadsheet, and plot the remainder of the errors, after compensation. [see
appendix A-4: fig4.1]

Astonishingly, all errors but 4 exceptions fall within a range of £1cm, and all 229 readings are
well within the desired £2cm margin!

When we draw a histogram of the compensated errors, [see appendix A-4: fig4.2] we see that
the bulk of the errors fall within a margin of £0.5cm. The unexpected peaks in the distribution
at -0.3cm and +0.3cm could be an indication that the tolerance of the laser distance-meter
(stated to be £2mm to £3mm) is at least partially responsible for the remaining error.

Test Set-up  Wednesday 25 January

Simon has incorporated the error-correction function we found yesterday into his triangulation
software. Since the triangulation of the position in space is calculated from the last three
(corrected) distance-readings from any three different beacons, we will need at least three
beacons running for the position-tests.

Four Crickets are configured as beacons, and attached to two wooden beams suspended just
below the ceiling. Using the laser distance-meter we position the 4 beacons at exactly 330cm
above the floor in a 200x226¢cm rectangle. We mark this same rectangle on the floor using
tape, and we mark the centre of the rectangle by taping the diagonals too. [see fig 1, below]

The beacons are programmed with their respective positions in space in such a way that the
centre of the rectangle on the floor becomes the origin of the 3D coordinate-system:

CRO is at X=-100 Y=-113 Z=330
CR1 is at X=100 Y=-113 Z=330
CR3 is at X=100 Y=113 Z=330

CR4 is at X=-100 Y=113 Z=330



figl: The corners of the rectangle on the floor are exactly underneath the four beacons.

Stock has built a set of applications in the Max/MSP/Jitter programming-environment

[see: more about Max/MSP and Jitter ] which;

- Receive the OSC messages transmitted from the Gumstix over the (wireless) network by the
triangulation-software.

- Calculate the mean, sd, maximum & minimum values of the received position, for the X, Y &
Z coordinates respectively, over the last N position readings.

- Calculate the mean, sd, maximum & minimum interval (in ms) between Cricket distance-
readings received by the Gumstix, as well as drawing a histogram of these intervals. The
timestamps used in these calculations are generated from the Gumstix' clock whenever it
receives a valid Cricket-message, so the calculated interval is not subject to network-
transmission latencies nor Max' timing peculiarities.

- Renders a simple (wire-frame) OpenGL representation of the room, including any objects of
interest and the last N received position-readings, as well as the calculated ‘'mean position'.
[see appendix B-1: fig 1.1]

Positional Accuracy Tests  Wednesday 25 January

We place the Gumstix-Cricket system on the floor, with the Cricket's ultrasound receiver
directly above the centre of the taped X' in the middle of the floor. The 'real’ coordinates of
the Cricket are now known to be [0,0,1]cm (the Z = 1cm accounts for the thickness of the
Cricket with it's battery-pack removed.)

As soon as we start the triangulation-software, we see position-readings which are very close
to [0,0,1], but we also see a lot of readings which are nowhere near the actual position of the
cricket. Huge errors, compared to the linear distance-error already compensated for.

What causes these new errors?
Marc supposes that, the distance-to-beacon being greater than what we ever tested before,

the variable-gain input-amplifier in the Cricket's ultrasound detection circuit might suddenly be
introducing much more noise than before. But then how do we explain the fact that some



position-readings are absolutely correct? And in his own tests, Marc has previously shown the
effective range of the Cricket system to be around 8m, so we shouldn't really expect signal-
strength related errors at less than half that distance (i.e. more than 4 times the minimum
required signal level). With the target at 1cm above the centre of the room, the distance to
each bacon is (100% + 113% + 329%) = 362cm.

This seems an unlikely explanation, but it is easily tested. We place a table in the centre of
the room, and place the target in the centre of the table. [see fig 2]

fig2: The listening cricket in the middle of the table.

The table is 74cm high, so the actual position of the target is now [0,0,75]cm. The distance to
each beacon is 304cm, which is well within the range of our first distance-tests, where the
standard-deviation calculated over all sets of samples taken at a distance of 329cm was <
0.5cm. [see: 'Crk-test2.xIs']

And we are still seeing these errors. [see appendix B-2]

This means that these position-errors cannot be accounted for by any unforeseen signal-
strength problems at previously untested distances. No such errors were seen during any of
the single-beacon tests we did before, at any distance tested.

Simon remarks that, looking at the position errors, the number of errors seems worse than it
really is, because once an erroneous distance is received, it is used for up to three
consecutive position triangulations. One distance-error causes up to three position-errors.
This is inherent in the way the received distances are used to triangulate the position; since
the required three distance-measurements from 3 different beacons will always arrive one
after another, the triangulation-software uses the three most recent measurements. The
alternative scheme, waiting until at least three new position-readings from three different
beacons have been received before triangulating the new position, would not improve the
reliability of the calculated position, only the position's susceptibility to distance-errors, and
would certainly decrease the frame-rate by a factor 3.



Next, we test the accuracy of the position-readings when the target is in motion. We realize
that the three distance-measurements from three different beacons required for the position-
triangulation are not made at the same moment in time, but rather one after another as the
beacons transmit their ultrasound beeps in sequence. Therefore, we expect that the position
calculated from distance-readings taken by a moving target will be less accurate than when
the target is static. How much less accurate would depend on the speed of the target vs. the
interval between consecutive distance-readings.

We also realize that the position-errors we now see even with a static target will make proper
judgement of the accuracy of the moving-target test very difficult. For a static target, we can
easily differentiate between correct and erroneous position-readings, because most of the
erroneous positions are very far from the actual position, and most of the correct position-
readings are very near the actual position. We hope that we'll be able to make the same
distinction for the moving target.

We place a conventional record-player on the table, with the platter's spindle directly above
the centre of the rectangle marked on the floor. On the platter we place a light, wooden beam
with the Cricket-Gumstix system strapped to one end, and a counterweight on the other end.
[see fig3.]
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fig3: Test set-up for the moving-target test.

Looking front-to-back we see the Cricket, with its ultrasound-mic positioned exactly 50cm
from the centre, the Gumstix with a CompactFlash WiFi-card, the 4.8v NiMh battery-pack, and
at the very top of the picture, the counterweight.

Assuming that the turntable can actually spin-up with this unusual load, and reach it's nominal
speed of 33 rpm, we can calculate the orbital speed of the target. 33 rpm = 0.55556 rps,
with a radius of 0.5m, the orbital velocity is 0.55556s™ * (2 * 0.5m) = 1.75m/s

This is perhaps a bit fast for a first test, but we also realize that in practical applications, e.g.
tracking a dancer across a stage, the target is expected to move faster than that. Especially if
the dancer's extremities are tracked.

When we engage the turntable and the target starts to spin, and we observe the 3D-



representation of the position-readings, [see appendix B-3] we immediately see the expected
'way off' position-errors. We also see position-readings which are at least somewhat near the
orbit described by the target, but disappointingly few of those actually fall on the ring that
depicts the target's orbit. Is looks as if the very few position-readings that actually do match
the target's orbit are more coincidental than anything else.

The general trend of the position-errors we now see makes it perfectly obvious that the
Cricket system in its current configuration is totally unusable for any practical application.

In order for a multi-beacon Cricket system to be at all usable, we must be able to find the
cause of these distance-errors, and fix it somehow.

Could it be that these position-errors are caused by ultrasound reflections via the floor &
ceiling, we ask ourselves. An ultrasound pulse arriving late, after having been bounced off the
floor and the ceiling, would certainly result in very large errors in the distance-measurements,
but these erroneous distances would always be longer than the real distance, never shorter.
Looking again at the 3D representation of the position-measurements, [see appendix B-2]

we observe that all errors always fall above the table surface, never below it. This can only be
explained by distance-measurements which report distances shorter than the real distance.

Possibly the listening cricket is receiving late reflections from a beacon that transmitted
earlier, with the reflection arriving after the current beacon's radio-message, but before the
current beacon's own ultrasound beep. This could explain the 'short' distance-errors.

However, in order to prevent exactly this error, the Cricket beacons use a parameter called
‘Ultrasound maximum time-of-flight' or 'UL". Quoting the Cricket Manual:

This parameter is used by the beacons to wait for the ultrasound to attenuate. The beacon waits for at
least this much time after hearing another beacon's transmission before transmitting its own beep. The
default value is 45ms.

This means that a given beacon should only transmit a beep at least 45ms after any previous
transmission by any other beacon.

At this point we have two valid reasons for assuming the errors wee see are not caused by
stray ultrasound reflections:

1) Recalling that the effective range of the Crickets' ultrasound transmission is about 8m,
any ultrasound beep will travel for about 23ms (8m / 340m/s) before it is too weak to be
picked up by the Listener. Reflecting the ultrasound off any surface will disperse it
quicker and make it die out sooner. The default UL-time of 45ms should guarantee that
any previous beeps have died out long before the next beep is transmitted.

2) Calculating the distance from beacon to floor (330cm), from floor to ceiling (343cm)
and from ceiling back to the table-surface (343-74 = 269cm) to be 942cm, which takes
27.5ms for a beep to travel, we can again see that the UL-time should prevent any
beacon from transmitting a beep while the previous beep is still in transit somewhere
between floor & ceiling & table. Also, the total distance travelled exceeds the expected
8m range by quite a bit, taking into account the extra 'penalty’ for being reflected off
two surfaces. The listener is unlikely to even pick-up a beep from a beacon after
bouncing off the floor and the ceiling.



Marc wonders if possibly if any ultrasonic components of the ambient background noise in the
room might be causing the errors. Ultrasonic background-noise might cause the Listener-
Cricket to detect beeps at totally random intervals, independent of beacon activity. However,
a falsely detected beep would only cause a false distance-measurement if it arrived after a
beacon's radio-message but before the beacon's real beep. This could explain the type of
error we see (the 'short’ distance-errors) and we do have quite some servers & workstations
with fans and hard-drives and whatnot generating quite a broad spectrum of noise in the
room.

However, if this is the case, then why didn't we see the same errors in our single-beacon
tests? Disabling the 4 beacons and then closely observing the listener's 'Ultrasound Detect'’
LED we see nothing. No spontaneous 'detections' of background noise. This also doesn't
seem a likely explanation for the observed error.

Stock offers another possible explanation; the beacons' time-slicing scheme (i.e. their usage
of the 'UL' and 'SL' parameters, see Cricket Manual) is not working as advertised.

To test this theory, we disable the triangulation-software and look directly at the reported
(uncorrected) distance-measurements scrolling by on Simon's laptop. With the listener in the
centre of the table, equidistant from all 4 beacons (at 304cm = 285cm 'uncorrected’), it is easy
to visually estimate how many of the received distance-measurements are erroneous (i.e. well
under 280cm).

With 4 beacons active, we estimate that 10% to 20% of all distance-measurements is wrong.
[see appendix C-2] Disabling one beacon brings no notable change in the amount of errors,
but with only 2 active beacons, the amount of errors drops drastically to below 5% (a crude
visual estimate). With one single active beacon, the errors completely disappear. The
reported distance is stable within £1cm, exactly what we expected from the previous single-
beacon tests.

From this we can conclude that the observed erroneous distance-readings are indeed the
result of some undesired interaction between multiple active beacons. This is not a problem
that can be easily fixed! It would require extensive investigation of the Cricket firmware, as
well as many tests involving accurate timing-measurement tools (i.e. A digital oscilloscope
and a logic analyzer)

Marc proposes to implement a rejection-filter in the triangulation software: For each active
beacon, calculate the mean and standard-deviation of the received distance-to-beacon
readings (after correction). If the standard-deviation is greater than a certain threshold, reject
the reading as erroneous, and fall back to the mean & standard-deviation as calculated from
the previous accepted reading. Use the mean distance for each beacon, which is then
calculated only over accepted distance-readings from that beacon, for the triangulation of the
position in space. Stock suggests to make the rejection-threshold increase with the time
elapsed since the last accepted sample from that beacon, so that in effect, the threshold can
be specified as a maximum velocity, faster then which the target is never expected to move.

But this will have to wait until Simon has time to implement such a filter-algorithm in his
triangulation-software. Meanwhile, Stock proposes to experiment with the beacons' timing-
parameters (i.e. the 'UL'-parameter; maximum ultrasound time-of-flight, and the 'SL'-
parameter; minimum & maximum sleep-time)



Simon quickly writes a shell-script to easily send configuration-messages to each of the 4
beacons in turn. This script doesn't seem to work reliably, but nevertheless we manage to
reconfigure the beacons. Part of the problem is caused by a bug in the Cricket firmware that
causes the X-coordinate of the 'Position in space' (PC'-) parameter to be overwritten with the
minimum sleep-time whenever the 'SL'-parameter is sent.

We reason that, since the ultrasound-beeps are expected to die out after > 8m (i.e. > 23ms),
the default UL-time of 45ms is far from optimal.

As a first experiment, we set the UL-time for all beacons to 30ms. Since we have four
beacons, we reason tat the minimal sleep-time should be at least 4 * 30ms = 120ms, and for
a maximum sleep-time we guess 2 * 120ms = 240ms would be appropriate. Or should the
sleep-time be 90ms to 180ms? The Cricket manual is a bit vague on the relation between
'UL'- and 'SL'-parameters. About 'SL' it states:

The valid range for the minimum value is 200 to 65536 ms and the maximum value needs to be
higher than the minimum by at least twice the attenuation time of the ultrasound (45 ms), but can-
not exceed 65536 ms. The average beacon chirp interval depends on the minimum and maximum
values, because the sleep time is randomly chosen to be in this range.

But this doesn't explain weather the total interval is comprised of the (randomly chosen,
between min & max) sleep-time plus the UL-time (i.e. the ultrasound listening interval takes
place after the sleep interval), or weather the sleep-time already includes the UL-time (i.e. the
ultrasound listening interval takes place during the last bit of the sleep interval). The wording
used in the manual '... at least twice the attenuation time..." leads me to believe the latter.

Also, according to the manual, the minimum allowable minimum-sleep-time is 200ms. This is
clearly not the case, because not only does the Cricket allow setting the 'SL" minimum to
values less than 200ms without complaint, we also notice a clear difference in the behaviour
of the system with 'SL-minimum set to different values below 200ms.

Mr Nissanka Bodhi Priyantha, formerly of M.L.T., wrote his PhD-thesis on the Cricket-system.
[see: Bodhi-Thesis.pdf] In his thesis, the inner workings of the Cricket are explained in greater
detail than in the Cricket Manual. Furthermore the thesis contains a whole chapter (4.2) on
'Preventing Beacon Interference’ [see: Bodhi-Thesis.pdf, pp. 67-74]

In this chapter a Multi-Beacon experiment is described where the number of erroneous
distance-reports is studied as a function of the number of beacons. They show an error-
percentage gradually increasing to 1.7% for 50 active beacons. For < 5 beacons, they show
an error-percentage of 0.1% [see: Bodhi-Thesis.pdf, fig 4-13, pg. 74]

Unfortunately the thesis does not mention the beacon-parameter settings of the beacons
used in this test. We certainly were not able to recreate these results with the default settings.

The beacon transmission scheduling algorithm [see: Bodhi-Thesis.pdf, fig 4-10, pg. 71] clearly
shows that the 'UL" interval comes after the randomly chosen 'SL' interval. So, with UL set to
30ms and SL chosen randomly between 120ms and 240ms, each Beacon should attempt to
transmit sometime between 150ms to 270ms after its previous attempt.

With these settings, (UL=30ms, SL=120ms — 240ms) we see no notable difference in the
frequency of the errors, but we do see a dramatic increase in the sample-rate (calculated from
the interval between received distance-readings) to almost 6sps (samples per second). This



higher sample-rate is a definite advantage when trying to track moving objects, but the
amount of erroneous distance-readings we still get is a major disadvantage. Even with the
proposed rejection-filtering in place, any rejected samples represent a sample-rate penalty.

Stock supposes there must be some optimum configuration of the beacons' timing-
parameters which will yield the lowest amount of erroneous readings. Trying to find this
optimum would require reconfiguring all four beacons time and time again, and at the moment
it is still quite an operation to reconfigure even one beacon.

Timing and Filtering Tests  Thursday 26 January

Simon has implemented the proposed rejection-filtering algorithm in his triangulation-
software. Using command-line parameters we can specify the maximum velocity (= error-
rejection threshold) and the number of samples-per-beacon over which the mean and
standard-deviation are calculated.

Stock has written a new python-application for configuring the beacons. It reads a config-file
containing a list of serial-port devices, ‘common’ beacon configuration commands and
beacon-specific settings for any number of beacons. Having read the configuration-file, the
application will open each of the specified serial-ports in turn, and try to get a beacon-ID from
the connected beacon. If no beacon is connected it tries the next serial-port. Upon receiving a
beacon-ID, the application first sends all '‘common’ commands to the beacon, verifying the
beacon's response to each command, and retrying a few times if the command failed. After
the '‘common’ commands, the application sends the beacon-specific settings for this particular
beacon (if any were specified in the config-file), again verifying the Cricket's response to each
command in turn. This procedure is repeated with each of the specified serial-ports in turn.

This works reliably, and allows us to quickly reconfigure all beacons. By putting the 'UL' and
'SL' commands in the ‘common’ section and the 'PC' commands in the per-beacon section
(because the 4 beacons each have a different position in space) we also circumvent the bug
in the Cricket firmware. Setting 'PC' after setting 'SL' works reliably.

We test many different beacon timing settings, but never see any notable decrease in the
amount of erroneous readings. We do find that we can attain an average sample-rate of
7.5sps with 'UL" set to 25ms and 'SL' = 100ms — 200ms.

Setting 'UL' to less than 25ms wreaks havoc with the beacons' time-slicing scheme. We do
realize that these optimum settings are only valid for this particular room and this particular
set-up with 4 beacons. For a different set-up, we would expect slightly different ‘optimum’
settings. Recalling that the total interval consists of the chosen 'SL' interval plus the "UL'
interval, the beacon-interval should vary between 125ms and 225ms

It is interesting to note that, given these timing-parameters, each beacon should attempt a
beep at least 4.444 times per second (1s / max-interval). The other 3 beacons should make
use of the first beacon's sleep-interval to transmit their beeps, each beacon firing at least
25ms after the previous one. Ideally, if this scheme worked perfectly, one would expect a total
of at least 4 * 4.444 = 17.777 beeps per second. (22.86bps on average, given the average
sleep time of 175ms). Then why does the Gumstix yield a mean sampling rate of 7.5sps for
the received valid distance-measurements? What happens to the other 15-or-so potential
beeps that should have been transmitted?



Not all of those were in fact transmitted, because a 'collision’-condition can arise. A 'collision’
occurs when a beacon aborts the intended transmission of a beep because another beacon
was heard to transmit during the 'UL" interval, just before the intended beep was to be
transmitted. If this happens, the beacon aborting its transmission flashes a red LED, and
starts with a new sleep-interval.

Even liberally accounting for the many 'collisions' we see the beacons indicating, say 50% of
all possible transmissions aborted, there should still remain 10 to 11 transmissions per
second which are actually transmitted. If the amount of collisions is in fact greater than 50%
(67% collisions could account for all ‘missing’ potential transmissions) that would be a clear
indication that the multi-beacon timing-scheme is not working correctly.

Looking at the histogram of the intervals between the distance-readings received by the
Gumstix, [see appendix B-4] we see a very curious distribution; sharp peaks at 70, 80, 90,
100, 110 and 120 ms, with almost nothing between these peaks. The most common intervals
are all multiples of 10ms. This is not at all what we would expect to see if the multi-beacon
time-slicing scheme was working as advertised.

With the sleep-time chosen randomly between 125ms and 225ms and the UL-time at 25ms,
we'd expect to see a somewhat Gaussian distribution between 31.25ms and 56.25ms, with
additional smaller peaks at 62.5, 68.75 and 75ms. These 3 longer intervals on account of re-
scheduled transmissions after collisions occurring. Note that none of these expected intervals
are multiples of 10ms.

Instead, the distribution we do see seems to imply that the sleep-time is randomly chosen
between the min and max in increments of 10ms. If that is the case, setting the 'UL'-time to
any value which is not a multiple of 10ms has the same effect on the time-slicing scheme as
setting the UL-time to the nearest greater multiple of 10ms. (i.e. 21-29 30,31-39 40,
etc.)

And this is exactly the behaviour we observed when experimenting the UL-time. Setting 'UL'
to 22.5, 25, 27.5 or 30ms seemed to make no notable difference in the timing of the received
distance-readings, but setting it to 20ms suddenly made a huge difference. (At 20ms, the
received distance-readings arrive in an inconstant, burst-like pattern probably caused by
many consecutive collisions occurring. Setting 'UL' to 25 or 30ms yielded much better results)
The much finer resolution with which the UL-time is specified (in us, in fact) would only be
relevant for cancelling-out any 'late’ reflections. It seems likely that, if this were an intentional
‘feature' of the system, it would have been mentioned in the Cricket Manual.

Testing the effects of the rejection-filter, we can clearly see that it works but doesn't help.
[see appendix C] Firstly, rejecting erroneous distance-readings on the basis of a max-velocity
threshold works fine, but since the erroneous distances appear to be random values
anywhere between the actual distance and ‘0", inevitably some errors still fall within the
rejection range and are not rejected. Only a very low max-velocity setting (< 0.20m/s) can
bring the position-errors to within a £10cm range, but this very low speed is not realistically
applicable for moving targets.

Secondly, triangulating the position from the mean distance-to-beacon calculated over a fixed
number of samples-per-beacon severely 'slows down' the tracking ability of the system. Say
we have a 'set size' of 4, so the distance to each beacon is averaged over 4 samples-per-
beacon, however, the triangulation-algorithm uses three such mean distances, so in a sense
the position is calculated using the last 12 distance-readings. If the target is moved suddenly
to a new position, it takes 12 samples (more than 1.5sec at 7.5sps) before the reported
position 'catches up' with the actual position. Again this latency is totally unacceptable for any
moving-target application.



Conclusions

It has been demonstrated, with the tests done on Tuesday and the found error-correction
function, that a single-beacon Cricket system can be used as a very accurate distance
measurement tool. The accuracy of the measured distances (after correction) is better than
expected; absolute accuracy to within £2cm, with the bulk of the errors falling within £1cm
[see appendix A-4]

Unfortunately the tests done on Wednesday and Thursday clearly demonstrate that a multi-
beacon Cricket system does not work as advertised, and the resulting distance-errors make
any triangulated position too unreliable for any practical application.

The multi-beacon set-up, given the current state of the Cricket firmware, is totally unusable for
position-tracking of static or moving targets.



Appendix A
The Graphs from the Spreadsheets

These graphs are taken from the spreadsheets generated from the data collected from each
cricket-under-test.

A-1: Testing all 6 Listeners

[see: 'Crk-test4.xIs']

These graphs use the same colours for the various data, with the real distance (in cm) set out
along the X-axis. The left-hand Y-axis shows the error-percentage for the dark blue 'error’
line, and the right-hand Y-axis shows the standard-deviation of the 60 Cricket-readings
averaged in each data-point.
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fig 1.1: Error and standard-deviation of measurements collected with cricket 0.
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fig 1.2: Error and standard-deviation of measurements collected with cricket 1.
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fig 1.3: Error and standard-deviation of measurements collected with cricket 2.
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emor sd (em)
7,00% 1,00
0,90

6,00%
0,80
5,00% 0,70
0,60

1,00%
0,50

3,C0%
0,40
2,00% 0,30
0,20

1,C0%
0,70
0,C0% 0,00

50,0 10,0 130,0 1500 170,0 190,0 210,0 230,0 250,0 270,0

distance (cm)

fig 1.4: Error and standard-deviation of measurements collected with cricket 3.




Cricket 4
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fig 1.5: Error and standard-deviation of measurements collected with cricket 4.




Cricket 5
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fig 1.6: Error and standard-deviation of measurements collected with cricket 5.




A-2: XY Scatter-Plot of the error.

[see: 'Crk-test4.xIs']

This graph shows the absolute error versus the real distance. The blue trend line represents
the best-fit linear approximation, and the function is shown in the graph.

Absolute error (in cm) as fuction of the real distance (in cm)

90,00 110,00 130,00 150,00 170,00 180,00 210,00 230,00 250,00 270,00

fig 2.1: Scatter-plot of abs. error vs. real distance



A-3: XY Scatter-Plot of the reported distance.
[see: 'CricketErrorCorrection.x|s’]
This graph shows the reported distance versus the real distance. The black trend-line

represents the best-fit linear approximation, and its function is shown above the graph.
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A-4: The remaining error, after correction.
[see: 'CricketErrorCorrection.xls’]

This graph shows the absolute error (in cm) versus the real distance after applying the error-
correction function given in fig 3.1.

Absolute error [after correction) 2= function of distance

fig 4.1: Scatter-plot of the remaining error after correction, vs. real distance.



This graph shows the distribution of the error after correction. The X-axis has 1mm wide bins,
each counting the frequency of errors occurring within that 1mm range. The frequency (i.e.
the Y-axis) is shown as a percentage of the total number of data-points.
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fig 4.2: Distribution of the remaining error after correction.



Appendix B
The Screenshots

These screen-shots were taken from the Max/MSP/Jitter applications used to analyze &
visualise the Gumstix-Cricket-system's position measurements.

B-1: The Applications

This screenshot shows all 3 applications.

The grey window bottom left is the OpenGL rendering of the room. The top corners of the
blue block represent the positions of the 4 beacons, the bottom plane of the blue block is the
floor. The green plane is the table-surface at 74cm above the floor. The red spheres have a
5cm diameter and represent the most recent position-measurements received from the
Gumstix. The yellow sphere (also 5cm diameter) is the mean position of the red spheres.
The black-on-white graphs are pseudo-Gaussian representations of the distribution of the
position's X, Y & Z coordinates (top right), and of the intervals between cricket messages
(bottom right). Top left is a histogram-in-progress of these same intervals.
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figl.1: The Max/Jitter Applications



B-2: OpenGL renderings of the Static target tests

These pictures show the accuracy of the triangulated position. The target is lying still on the
table, so ideally all red spheres (and the yellow sphere) should occupy the same space, right
on the table-surface (the green plane).

OO0 RoomView

fig2.1: Top view of the target on the table

This shows a 'good moment’; all 15 red spheres representing the triangulated position over
the last 2 seconds or more are at least partially overlapping each-other. The whole 'cloud' of
measurements is about 10cm across (one 'cell' of the table's grid is 5cm * 10cm)



00 RoomView

fig2.2: Front view of the target on the table.

A frontal view of a similar situation as fig2.1; a relatively small ‘cloud’, and actually on the
table-surface too.



060 RoomView

fig2.3: Top view with a small error-cluster.

Here we see an obvious ‘cluster’ of three position-errors. All three are probably caused by the
same distance-error.



00 RoomView

fig2.4: Front view, with a single position-error.

Here we see a single position-error, way out in space, and clearly above the level of the table-
surface. This implies that the distance-error that caused this position-error was well short of
the real distance.



nen RoomView

fig2.5: Top view with many errors.

This represents a more typical situation; many 'way off' position-errors, coming in short or
long bursts.



o0On RoomView

fig2.6: Front view with many errors.

Again a more typical picture. The position of the yellow sphere clearly shows that calculating

the mean, even over 15 measurements, is not a viable solution because of the magnitude of
the errors.



F y .
Ao RoomView

fig2.7: Side view with a hovering cloud.

Here we see a much bigger cloud of errors, with the whole cloud hovering about 50cm above
the table where the target lies.



A80 RoomView

fig2.8: Side view with a hovering cloud.

Another cloud, bigger this time and centred around a random position in space, seeming to
bear no relation to the target's actual position.



B-3: OpenGL renderings of the Moving target tests

The moving target describes a circle with a radius of 50cm, 88cm above the floor, so ideally
all red spheres should sit on the rim of the green wheel, representing the target's orbit. The
yellow sphere should describe a much smaller orbit around the wheel's centre, or even sit on
the wheel's centre if there are enough red spheres to go all the way around the wheel's rim
once.

- -

RoomView

fig3.1: Top view of stationary target.

This shows the situation before the arm starts turning. Capturing another rare ‘good moment'
we see an accurate representation of the target's actual position.



2B A&

RoomView

fig3.2: Top view of rotating target.

This shows what happens when the target starts moving. The position-readings do not fall on
the rim of the disc, they don't even all fall within the rim of the disc. This picture captured a
rare moment where all red spheres were at least near the disc.



e 0n RoomView

fig3.3: Front view of rotating target.

A frontal view of a similar situation, where we can see a vaguely disc-shaped cloud
surrounding the actual disc.



00 RoomView

fig3.4: Top view with many errors.

Here we see a more common situation; less than half of the last 15 position-readings fall
anywhere near the edge of the disc. The rest are quite a way off target.



RoomView

fig3.5: Front view with many errors.

A frontal view of a similar situation; a few red spheres lie near the edge of the disc, the others

are nowhere near the disc. One position-reading actually lies underneath the table-surface,
but this was very rare occurrence.



00 RoomView

fig3.6: Top view with many errors.

Here the situation is even worse; only 2 out of 15 readings are near the rim, five others are
clearly way off, and some 7 are so far off-target that the disappear off-screen. Their existence
can be induced from the position of the yellow sphere, which appears to be well above the
plane of the disc, since it is notably bigger than the 3 red spheres near the disc.



B-4: The Histogram of beacon-message intervals
This plot shows a histogram of the interval between Cricket distance-readings received by the
triangulation-software running on the Gumstix.
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fig 4.1: Histogram of beacon-message intervals

The peaks in the histogram occur at exactly 70, 80, 90, 100, 110 and 120ms. The other
noticeable columns are 1ms to the left of each peak (i.e. 69, 79, 89, 99, 109 and 119ms)



Appendix C
The Short-term accuracy graphs

These plots were made by Simon to demonstrate the effect of the max-velocity-based post-
filtering.

C-1: Positional Accuracy Plots

These graphs show the X, Y & Z coordinates respectively as calculated by Simon's
triangulation-software from a pre-recorded file containing Cricket distance readings from the
listener at one static point in space.
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fig 1.1: X, Y, Z coordinates of the calculated position, with 3 different filter-settings.

The blue lines show the calculated position with filtering disabled.

The red line shows the position as calculated from the mean distance-to-beacon, calculated
over the last 4 distance-readings from that beacon, with the maximum allowable velocity set
to 1m/s.

The green line shows the position, also calculated from the mean over 4 samples, but with the
maximum allowable velocity set to 0.5m/s.

With filtering enabled, the standard-deviation of the distance-measurements (calculated over
the last 4 readings, in this case) may not exceed the product of the maximum allowable
velocity and the time elapsed since the previous valid distance-reading was received. If it
does, the distance-reading is rejected, and the elapsed time keeps increasing. The
triangulation software employs one such filter per active beacon.
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figl.2: 3D plot of calculated position, with three different filter-settings.

This plot shows the calculated position in space. The blue markers are the unfiltered position,
the red markers are the position as calculated from the mean distance over 4 samples (per
beacon), and the green markers show the calculated position with a mean calculated over 10
samples. For both the red and green cases, the max velocity was set a 1m/s.



C-2: The Unfiltered Distance-Readings.
These graphs show the received distance-to-beacon values, without any filtering. Each visible

spike is an erroneous reading.

fig 2.1: 'Uncorrected distance-to-beacon' for each beacon.

Note the two upward spikes in the graphs for beacons 1 & 2. These could be errors caused
by 'late’ reflections, because the data for these graphs was collected with the beacons' UL-

time set to 25ms.
Why does beacon 3 have notably less errors than the other three?



